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1 INTRODUCTION
Analysing the water resource potential of an area or a system is a complex and often time-consuming process which can involve the input of hydrologists, engineers, water resource planners, agricultural engineers, climatologists, environmentalists, groundwater engineers, geologists and various other specialists.  

The following sections attempt to provide a very basis and simplistic overview of what is a very complicated issue.  The approach described is one of many possible approaches to water resource modelling and is not being proposed as the only method of analysing a water system.  It has, however, been applied in practice for over 30 years on one of the most complicated and integrated water resource systems in the world – the Orange River Basin in South Africa.  The methodology used in South Africa was developed through the combined input of many specialists from around the world including the UK, USA, Canada and South Africa.  While the models have been continually upgraded and improved to take advantage of the latest developments in computer hardware and software, the basic underlying methodology remains unchanged and has proven to be reliable and robust through its use over 30 years during which drought restrictions have been introduced early on in the various drought events which has helped to avoid the necessity of introducing severe restrictions at any time since the models were introduced.
The overview of the methodology and water resource assessment techniques, is provided to highlight the key aspects of the approach without delving into too much detail.  The approach is well documented in various papers and text books which can be consulted if additional detail is required.  The various computer models were developed for use by the South African Government and can be obtained from the department of Water and Sanitation for use by others outside of South Africa if required.
2 Hydrology

2.1 Rainfall
Although streamflow is the critical issue when dealing with water availability and water resource assessment, rainfall is often the key data source upon which many hydrological analyses are based.  In many parts of the world, streamflow records are relatively short and often inaccurate which creates problems when trying to undertake water resource analyses where the streamflow records form the basis for the analyses.  Rainfall records are easier to collect and virtually every commercial farmer in every country has a rain gauge with the result that rainfall records tend to be readily available and can often span 100 years or more.  It is for this reason that “simulated” streamflow records are often generated from rainfall data using some form of “rainfall-runoff” model in cases where the existing streamflow records are short or deemed to be unreliable.
When using rainfall records, it is important to check that the record is reliable and consistent.  If gaps in the record exist, they should be infilled using some form of patching software.  Most countries have their own patching software which will typically range in complexity from simple regression analysis to the more complicated surface fitting models.  For example in South Africa a very rigorous approach was developed to infill and even extend monthly rainfall records which were used in many subsequent hydrological analyses.  These models are described in the paper by Pegram and Mckenzie (1991) as well as the book by Basson et al (1994).  Whether a simple or complicated model is used, the hydrologist should always look carefully at any infilled values to ensure that they look realistic and make sense as if the infilling procedure is not reliable, any subsequent rainfall-runoff modelling using the infilled rainfall data will also be compromised. 
Although many text books recommend the use of double-mass plots as a method for checking the stationarity and reliability of rainfall data, the author has found the single mass plot to be extremely useful and will identify most of the errors that are typically encountered when dealing with rainfall data.  The single mass plot is simply a plot of the cumulative annual rainfall over a period of time.  If the rainfall record is complete and has already been infilled to replace any missing or unreliable values, the resulting mass plot will usually form an undulating pattern which can be represented by a straight line if the record is stationary. A typical example is shown in Figure 1.  If the record is sufficiently long in record length, the natural cycles of wet and dry periods will not be evident and a straight line can be drawn as can be seen in Figure 1 
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Figure 1: Single mass plot for rainfall
It is important to note that if a short record of 10 to 20 years is analysed using a mass plot. It is likely that the wet and dry cycles will be more pronounced and in extreme cases may appear to suggest a break in continuity.  For example the mass plot shown in Figure 2 at first sight suggests that there is a clear break in continuity between the start and end of the record.  This record is in fact a portion of the record shown in Figure 1 which we know is reliable and stationary.  . 
Any break in continuity can only be determined if the record is of sufficient length to include a number of dry and wet cycles Another important issue when examining rainfall is the issue of climate change which is often raised as a key problem when dealing with hydrology.  Many hydrologists present mass plots with a break in continuity as evidence of climate change or even present relatively short rainfall records which may have a trend either upwards or downwards depending upon their motive.  If a massplot for a rainfall record depicts a break in continuity, then it is not likely to be due to climate change and is most likely due to some other factor such as the gauge being moved or the gauge being replaced.  If there is influence of climate change on a rainfall record, it will be a gradual influence and it will be evident not only on a single rainfall record but on every rainfall record in the region. 
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Figure 2: Mass plot to highlight apparent break in continuity  .   

Figure 3 shows a graph which includes the monthly rainfall values as well as the reservoir storage volumes (as % full) over a 20-year record.  This graph was used to highlight climate change and suggested that the rainfall in the region was steadily declining.  Unfortunately a 20-year record is too short to pick up the effects of climate change and when other rain gauges in the same area were examined, it was found that their average precipitation remained relatively constant over the same period.  When trying to justify a change in rainfall due to climate change it is important to check all rain gauges in a region and to look at any long-term trends and not only a 10 or 20 year period which is often too short to make any meaningful conclusions.
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Figure 3: Reducing rainfall record
2.2 Streamflow

2.2.1 Introduction

Streamflow is the most important variable to be considered when undertaking any form of water resource analysis as it is the basis for any water supply scheme, reservoir design or abstraction assessment.  In an ideal world, the measured streamflow in a river is a true and accurate reflection of the natural streamflow which has occurred in the past and is likely to occur in the future.  Unfortunately in the real world, the recorded streamflow at a river gauging site is often not always accurate and is often influenced over time by the influence of Man.  When using a streamflow record, it is therefore important to validate the accuracy of the record and evaluate whether or not the impacts of Man are significant.  It should be noted that the accuracy of most gauging weirs is often around ±10% and in cases where the river bed is influenced by a heavy sediment load it can be much worse.  In most cases, the influences of climate change will be small relative to the gauge inaccuracies and any catchment developments which between them will dominate the flow sequences.

Before discussing the basic properties of streamflow, it is important to understand the differences between the historical streamflow sequence, the naturalized streamflow sequence, the current development level sequence and a stochastic streamflow sequence.

2.2.2 Historical Streamflow Sequence.
Figure 4 shows a typical water resource system which includes two adjacent catchment areas, each with a reservoir, one of which is used to provide an interbasin transfer to the adjacent catchment.  The river system in the yellow catchment area has effectively been developed with the primary aim of supporting the water demands in the adjacent green coloured basis where there are several competing water demands.  This is a typical situation found all over the world where the water demand in a specific area has outgrown the ability of the local resources with the result that unused resources in some other area are diverted through some form of transfer scheme which will normally involve a pipeline, or tunnel and may also include pumps depending upon the topography.
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Figure 4: Typical Water Resource System
In this type of situation, the streamflow as measured at the catchment outlets (points B and C) will be influenced by the various catchment developments occurring upstream of the gauging points.  Obviously if a gauging point is upstream of the developments, the flow at that point (eg Point A) will remain “natural” as it is not influenced in any way by the various developments.  In this example, the streamflow at both Point B and Point C will reflect the different developments that have been introduced into the catchment, the most significant of which will be the impact of the reservoirs.  A typical streamflow record for a developed catchment is shown in Figure 5 which in this case suggests a gradual decrease in runoff.  Such a decrease in runoff can often be confused and associated with climate change when in fact the main factors causing the change are man made.  It is always important to establish and try to quantify any developments in a catchment so that they can be taken into account in any subsequent water resource analyses.
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Figure 5: Typical historical streamflow record at Point B
2.3 Catchment Developments

Catchment developments can have a positive or negative impact on the streamflow measure in a catchment although in most cases, they will result in a decrease in streamflow.  Quantifying these demands can be challenging as it is often not simply a case of estimating the demand and adding it back onto the recorded streamflow record.  This is particularly relevant when dealing with items such as afforestation and any “run of river” irrigation.  Run-of-river irrigation is supplied directly from the river when there is sufficient water in the river to supply the irrigation requirements.  In cases of low river flow, the run-of-river (or supported by small farm dams) irrigation demands may only be partially supplied and therefore it is not appropriate to simply add back the full expected demands to the streamflow record when trying to establish the natural flow.  The same applies to the water used by afforestation since commercial afforestation tends to use more water than natural afforestation.  In catchments where the natural vegetation has been replaced with commercial afforestation, the runoff into the river from the catchment area will be reduced by some amount and it is therefore necessary to evaluate the impact of the development as shown in Figure 6 in order to derive a natural streamflow record.
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Figure 6: Water use by increasing afforestation
The same applies to commercial irrigation which is supported by some form of storage, either farm dams or a major reservoir where water is released to the river or a canal specifically to support the irrigation.  In such cases, the full irrigation demand will normally be supplied unless there is a severe drought in which case the irrigation demands may be curtailed.  Figure 7 shows a typical irrigation demand that would be calculated from the crop water requirements and the known area under irrigation.  There are many programmes which can be used to estimate the irrigation requirements and it is important to take the water use of the natural vegetation into account when adding the irrigation demands back onto the streamflow record when trying to create the natural streamflow.  It is also important to ensure that if the irrigation demands have been cut during drought periods,which the reduced irrigation consumption is added to the recorded streamflow to create the natural flow.  If the full irrigation demand is added when there have been shortfalls, the resulting natural flow record will not exhibit droughts of the correct severity and this can create problems when assessing the yield from the system.
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Figure 7: Water use by increasing formal irrigation
It has already been mentioned that the influence of any reservoirs should be taken into account when trying to establish the natural river flow.  This can usually be achieved quite simply by adding back the difference between the reservoir inflow and the reservoir outflow.  This difference accommodates any abstractions from the reservoir as well as the evaporation and rainfall onto or from the reservoir surface.  It also takes the change in storage into account.  An alternative approach is to identify each of the water balance components separately and add or subtract them one at a time.  In the case of an interbasin transfer, the transfer will often be a continuous demand at a constant flow rate as shown in Figure 8 although it can be an intermittent demand at a variable flow rate. In either case the actual transfer will usually be recorded and can simply be added or subtracted as necessary to create the natural streamflow record.
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Figure 8: Water use from a new interbasin transfer
2.3.1 Naturalised Streamflow Sequence

Having identified and quantified the various development impacts on a streamflow record, it is then possible to re-create the “natural” streamflow record which represents the streamflow that would have occurred in a river had there been no impact of Man.  This does not include any impacts of climate change which would be a separate issue involving a more complicated and rigorous process.  In cases where the catchment developments are significant, they are likely to mask any subtle impact of climate change and this will be discussed at a later stage.

A simplified example of the naturalization process is shown in Figure 9 in which a number of different catchment developments have been added back to the recorded streamflow in order to generate the natural streamflow record which is sometimes referred to as the “virgin flow conditions”.  Such natural streamflow records may seem to be irrelevant since the river will never revert back to the natural conditions and may well continue to deteriorate as human activity and thus also the demand for water increases.  It is, however, very important to be able to create the natural streamflow sequences as they form the basis for most subsequent water resource analyses as will be explained in subsequent sections.
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Figure 9: Naturalising a streamflow record
2.3.2 Current Development Level Streamflow Sequence

Having added back the impacts of the man-made catchment developments which occurred over the historical record period, the next step in the process is to create a streamflow record for the full historical period with one main difference.  In this stage of the analyses, the various development demands are assumed to have been at the current development levels for the full period of record.  In other words, the demands that we subtract from the natural flow record are considered to have existed since the start of the record but are based on the current day demand.  This process is shown in Figure 10 from which it can be seen that the resulting streamflow record is no longer reducing in time but is stationary but at a much lower average level.
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Figure 10: Current –development level streamflow record
The significance of the streamflow record based on current development levels can be understood by considering a simple example in which a catchment experienced a severe drought early on in the record and again towards the end of the record.  The drought at the end of the record created huge problems and severe water restrictions while the drought 80 years earlier caused no real problem.  At first glance, the more recent drought would be considered the more severe event due to the hardship and restrictions that it caused.  If, however, the earlier drought had occurred at the end of the record when the development demands were much higher, it may well have caused even more hardship.  In many cases, what appears to have been the worst drought on record may well have been mild compared to an earlier event which was not considered to be severe because the catchment demands at the time were significantly smaller.  It is therefore important to recognise the need to naturalise streamflow records and then deduct the current demands from the whole record when undertaking any reliable yield assessment or the results may be over optimistic.
Figure 11 shows the impact of catchment developments on the recorded streamflow at the V1M01 gauge where the recorded annual total for the 1983 water year was 221 million m3.  After naturalizing the flow, the annual streamflow increased to 910 million m3.due mainly to the various reservoirs and the interbasin transfer.  
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Figure 11: Example of impact of naturalisation

2.3.3 Stochastic Streamflow Sequence

A stochastic streamflow sequence is an alternative sequence to the naturalised flow record that exhibits the same statistical properties as the natural flow sequence.  The historical sequence is based on what actually happened over the period of record.  The stochastic sequence is simply another plausible scenario in which the droughts and floods can be re-ordered.  Such sequences are very useful in the respect that when analysing them to assess the potential yield that can be derived from a river system, some of the sequences may provide a higher yield while others may provide a lower yield.  The resulting yield will depend on how the floods and droughts are thrown together as if two droughts are re-ordered next to each other, the severity of the drought may be much greater than in cases where the droughts are nicely separated by intervening floods.

A key issue when generating or using any form of stochastic streamflow sequence is to ensure that the sequences are realistic and plausible.  The key statistical properties of the original record must be preserved or the resulting analyses will be unreliable.  In addition the serial correlation of the annual and/or monthly values must be preserved which will dictate the general length of the drought periods.  In climates such as that experienced in the UK and parts of Europe for example, drought periods may only extend a year or two in which cases the stochastic flows may be generated on a monthly basis and the monthly serial correlation will be of significance.  In more arid areas the drought periods may last 5 to 15 years and in such cases, the stochastic flows will usually be generated on an annual basis and disaggregated into monthly values in accordance with the actual monthly distribution of a specific year from the historical sequence.  In such cases, the monthly serial correlation will not be an issue since it will be based on real monthly values and only the annual serial correlation will be an issue.
In cases where there is more than one streamflow sequence being generated for a specific resource assessment, it is also critical to ensure that the cross-correlation between the annual totals at the different points in the system are preserved.  In some of the larger water resource systems, there may be several hundred different hydrological inflows which are being modelled in the system and for each flow point, a number of stochastically generated streamflow sequences will be generated.  It is vital that the relationships between the different sequences (cross-correlations) are preserved.  If this is not achieved properly in the stochastic model, then there is a likelihood that droughts will be generated at certain flow gauging sites, while floods are being generated at others when in reality, they would both be experiencing droughts and floods at the same time if the points are in the same hydrological zone.  
2.4 Testing the Stochastic Streamflow Sequences

Generating stochastic streamflow sequences that mimic the historical sequences is a critical step in any resource analysis where both yields and risk of failure are being derived.  A variety of complicated statistical checks (see Figure 12: testing process for the stochastic streamflow sequences and balances are required to ensure that the sequences generated by the stochastic model are realistic. The three basic elements of the stochastic streamflow sequences are the marginal distribution, the serial correlation of the annual totals and the cross-correlations of the annual totals.  These components are used to define the basic statistical characteristics of the sequences which are then generated by the stochastic model (STOMSA in this case).  Having established the statistical characteristics needed to generate the sequences, they are used in the model to generate as many stochastic sequences as needed.  The various sequences are then analysed to ensure they are realistic and are subject to a battery of tests which include the Standard Deviations and means, the yield capacity test and the minimum run sums which are critical if the low flow droughts are modelled correctly.  In each case, the stochastically generated sequences are analysed and compared to the results from the historical (naturalised) streamflow sequence.  All of the flows must be naturalised before they are used in the stochastic model or the results will be meaningless.  Further details of the checks and balances are not discussed in this section but can be found in the textbook on the subject by Basson et al (1999).  One of the most basic checks which should always be undertaken is a simple visual check where a number of stochastically generated sequences are compared to the historical sequence upon which the synthetic sequences are based.   A typical example is shown in Figure 13 from which it can be seen that there is no obvious difference between the historical sequence and any of the stochastic sequences.  If the historical streamflow sequence can be identified as the “odd-on-out” when displayed together with a selection of stochastically generated streamflow sequences, then the stochastic modelling process has failed.   
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Figure 12: testing process for the stochastic streamflow sequences
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Figure 13: Typical visual check between stochastic and historical flow sequences
Having established that the stochastically generated sequences are plausible and realistic, they can then be used for a variety of purposes, one of which is to provide an estimate of the likely reservoir storages into the future.  If a system model has been established which includes the various reservoirs and demand centers for a system, a number of stochastic streamflow sequences can be developed which represent possible scenarios of what may happen in the years to come.  By analysing each of these sequences in a system model, it is then possible to analyse how the various reservoirs performed for each sequence.  The reservoir storages can then be plotted for each reservoir and for each sequence analysed.  A typical graph of the reservoir storages for a 12 month simulation is provided in Figure 14 which highlights the variability from the different sequences.  Such a graph is rather confusing and at first glance appears to be of very limited value as it will usually show that the maximum storage is the full supply capacity and the minimum storage will be close to the storage based on minimal inflow during the period of simulation.  
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Figure 14: Typical reservoir trajectories for 101 stochastic sequences

In order to simplify the results and present them in a format that can easily be understood, a simple boxplot is used.  The boxplot is effectively a method of displaying the probability distribution of the results in a very simple and easy to understand manner.  The basis of the boxplot is shown in Figure 15 which is self-explanatory.  
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Figure 15: Basis of the Boxplot
If the monthly boxplots are superimposed on the various reservoir storage trajectories, the result is as shown in Figure 16.  The final step in the presentation of the results is to remove the actual reservoir trajectories and simply show the boxplots as can be seen in Figure 17.  This simple example demonstrates the use of boxplots for a single reservoir based on a 12 month simulation and 101 sequences.  In most complicated water resource analyses, there may be over 100 reservoirs and the sequences are usually 5 to 20 years long and are based on 1001 stochastic sequences.  The aim of the analyses is to identify the likely risk of failure based on certain demand forecasts and specific operating rules.  If the analyses suggest that the risk of failure of a particular reservoir or system of reservoirs is higher than can be accepted, the operating rules may be changed or certain demands may be curtailed after which the model can be re-run to assess if the changes are sufficient to bring the risk of failure down to an acceptable level.  Figure 18 shows a boxplot for a specific reservoir based on 1001 sequences each of 7 years in length.  The monthly boxplots show the probabilistic distribution of the reservoir levels from the analyses of all 1001 sequences.  The break between the red and blue sections of the boxplots indicate the most likely reservoir storages over the 7-year simulation.
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Figure 16: Reservoir trajectories with boxplots superimposed
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Figure 17: Reservoir trajectories shown by only the boxplots
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Figure 18 : Example of a 7-year stochastic analysis for a reservoir
2.5 Yield Assessment

2.5.1 Critical Period
The key purpose of most reservoirs is to store water during periods of surplus so that it can sustain a certain supply during drought periods.  In very general and simplistic terms, the areas with greater and consistent runoff will experience shorter drought events while arid areas which tend to experience very erratic runoff will experience longer drought events.  If more than one reservoir is connected to support a specific demand center, a system is created which can become very complicated and in some cases can include several hundred reservoirs connected by pipelines, tunnels, river sections etc.  As the system grows, the critical period will also increase and in extreme cases can extend beyond 10 or 15 years in length.  The critical period is usually defined at the time in months or years from the reservoir or system of reservoirs being full until the time that the system reaches the dead storage level – i.e. the storage level at which the demand of the system cannot be met.  This is shown in Figure 19.
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Figure 19: Critical period for a reservoir
2.5.2 Reservoir Yield

The key function of any water resource analysis is to assess the available yield that can be drawn from a system to compare against the expected demands placed on the system to determine if the system is able to meet the demands or if it is likely to fail.  Figure 20 shows a very typical example of a basic yield analysis for a single reservoir.  In this example the “target draft” as depicted on the x-axis is gradually increased until it reaches a maximum which in this example is 42.7 million m3/annum.  This is called the “historical firm yield” and is based on a specific record length of a historical streamflow sequence which will normally be based on a naturalized flow sequence.  As the target draft is increased the magnitude of the shortfall at the point of failure increases.
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Figure 20: Example yield analysis for a reservoir

While Figure 20 shows a typical draft/yield curve, it does not portray the full picture since the yield shown in this figure refers only to what is termed the firm yield.  Before proceeding, it is useful to clarify the terminology when dealing with yield since there are a number of different concepts which are often confused by water resource analysts when undertaking a yield analysis for a specific reservoir or system of reservoirs.  The following definitions have been taken from the publication by Basson et al,(1994) which provides a comprehensive overview of this subject matter.  The following definitions are displayed graphically in Figure 21.
Target Draft.  The Target Draft is the volume of water that is being placed as a demand on the reservoir/system in an attempt to draw this amount over a specific period of time – usually expressed in terms of million m3/annum. 

Yield: The yield from a reservoir/system is the volume of water which is abstracted over a specific period of time, e.g. millions of m3/annum.

Base Yield: The base yield is the lowest yield level recorded when a reservoir/system is fed by a given inflow sequence of fixed record length while attempting to satisfy a given target draft associated with a specific demand pattern under a specific operating policy

Firm Yield.  The Firm Yield is defined as the maximum base yield that can be abstracted from a reservoir/system for a given inflow sequence, demand pattern and operating policy. It is important to understand that the firm yield will be influenced by the period of record as is discussed later in this section.

Secondary Yield.  The secondary Yield is defined as the yield that can be abstracted from the reservoir/system in excess of the target draft for a specific inflow sequence, demand pattern and operating rule.

Non-Firm Yield.  The Non-Firm Yield is defined as the yield above the base yield which can be abstracted from the reservoir/system to meet the target draft.  The non-firm yield is zero until the target draft exceeds the firm yield point.
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Figure 21: Draft-yield terminology (after Basson et al , 1994)
2.5.3 Historical Yield Analyses
Most yield analyses undertaken around the world are based on a historical streamflow record which will typically be 20 to 100 years in length.  While such analyses do provide some idea of what yield can be provided from a system, the results can be very misleading as they often ignore the whole issue of reliability which is an integral part of any yield figure.  For example saying that the yield from a system is 100 million m3/annum is meaningless unless the figure is presented together with the risk of failure since a yield of 100 million m3/annum at a risk of failure of 1 in 2 years is completely different from a yield of 100 million m3/annum at a risk of 1 in 200 years.  

To highlight this issue the yields from a specific reservoir are presented in Table 1 for a range of different record lengths of the naturalized streamflow sequence.  

Table 1: reservoir yields for different record lengths
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As can be seen in the table, if only the record from 1930 to 1934 is considered, a yield of 81 million m3/annum can be achieved.  If the record length is doubled to 10 years, the yield that can be drawn drops to 69 million m3/annum.  If another 10 years of record are added, it remains the same and it does not change when another 20 years of record are added.  When the last 20 years of record is added, the yield drops significantly to 36 million m3/annum.  
Understanding why the yield from a system of reservoirs or a single reservoir changes so much and apparently so erratically when the streamflow record length changes, it is best to consider each year of hydrological data as a link in a chain as shown in Figure 22.  In the example we assume that the critical period is one year but the same analogy can easily be used to think of a 5-year critical period by looking at the smallest 5 year sum of the links.  
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Figure 22: Yield analysis for a 71 year hydrological record
In this example, the yield from the system can be thought off as the weakest link in the chain which is seen to be 18 million m3/annum.  If the hydrological record is extended by another 14 years for example the yield may remain the same if the additional years of flow record do not include any year that has a more severe drought than was experienced in the past.  Such an example is therefore shown in Figure 23 in which the additional hydrological record contains relatively wet years and so the yield is determined from the previous critical drought event which occurred in the early part of the record.  If another 10 years of record is added and the yield is re-assessed, it is found to drop to 15 million m3/annum as shown in Figure 24.   
Clearly when analysing the yield from a historical streamflow sequence (which has been naturalized to eliminate the influence of any catchment developments) the record length of the sequence being analysed can have a very significant influence on the yield result.  As the length of the hydrological sequence is increased, the resulting yield will either remain constant or it will decrease.  It can never increase.  
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Figure 23: Yield analysis for a 85 year hydrological record
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Figure 24: Yield analysis for a 95 year hydrological record
This simple example helps to highlight a very important issue when undertaking any yield analysis based on the historical streamflow sequence.  The question often asked is which yield result is correct and why does the yield always decrease or stay the same every time a new analysis based on new data is undertaken.  The “chain-link” analogy is helpful in explaining why the yield will either stay the same or decrease and never increase.  As for the correctness of the yield figure, all of the yield figures are correct.  They also all lack the one key piece of information that must be included whenever using an “historical” yield analysis – the reliability or alternatively the risk of failure.  In the above example, the initial yield of 18 million m3/annum is the correct yield from the system at a 1 in 20 year risk of failure for example.  The 15 million m3/annum is also the correct yield from the system but it will be at a lower risk of failure, perhaps 1 in 50 years or even 1 in 100 years.  
Without specifying the risk of failure associated with a specific yield figure, only half the picture is being presented.  This rather complicated and sometimes confusing issue is well explained and presented in great detail in the publication by Basson et al (1994) and no further detail is given in this section which is designed to highlight the broad concepts of yield analyses and not the detailed analyses.

2.6 Yield/Storage Relationship

When looking at the potential yield from an existing or proposed new reservoir, one of the first analyses usually undertaken is the basic yield/storage analysis.  As the storage in a reservoir is increased by increasing the height of the dam wall, the associated yield from the reservoir will also increase.  The most common issue to be determined is often to establish the most appropriate dam height in order to create the most cost effective yield.  As the height of the dam increases, the storage and costs rise exponentially.  Unfortunately the increase in the yield will not increase in line with the storage since it will be a function of various factors, some of which help to increase the yield with the increase in dam wall height while others will push the yield down.  For example, as the dam wall increases, the surface area of the water and the storage will increase significantly.  The extra storage will help to increase the yield while the surface area will reduce the yield in areas where the evaporation is higher than the rainfall while it will increase the yield in areas where the precipitation is higher than the evaporation. .In very arid areas the difference between the rainfall and the evaporation can be over 2 000mm per annum in some cases while in some very humid and wet conditions, the precipitation may exceed the evaporation by a similar amount.

In a typical catchment, the yield/storage relationship for a reservoir will be similar to that shown in Figure 25 where the initial increase in yield is relatively steep and it gradually drops off as the storage approaches or exceeds a volume of around 1 times the Mean Annual Runoff (MAR).  While there is no fixed ideal size for a reservoir, in most catchments, the reservoirs tend to be around the 1 MAR range.  In very arid areas it is often found that reservoirs of 2 MAR and above are quite common while in very wet areas, reservoirs of 0.5 MAR and below are common.  As mentioned, there is no hard and fast rule to the perfect size of a reservoir and it will always be dictated by the local topography and many other factors.  The higher up in a catchment, the smaller the catchment area which is bad for the yield but the valleys tend to be steep and narrow which are often better for a high dam.  Moving downstream in the catchment, the valleys widen and it is no longer possible to develop a high dam in a narrow valley and therefore a low dam with a long dam wall is then the norm.  In such cases, the evaporation becomes a limiting factor particularly in arid areas with low rainfall and high evaporation.
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Figure 25: Typical yield storage relationship
2.7 Yield and Reliability Calculations

As mentioned previously the yield from a water resource system is influenced by the record length of the streamflow sequence being analysed and it is therefore important to attach a reliability or alternatively a risk of failure to any specific yield figure that is being used in any form of water resource analysis.  To explain this rather complicated issue, it is best understood through the use of an example.  In this example, there is a small water resource system where the yield from the system was found to be 45 million m3/yr based on the analysis of the 60-year long historical streamflow sequence which was naturalised to eliminate any impacts of land use change etc.  The question that remains to be answered is “what is the reliability of risk of failure associated with the yield figure”.  It may be at a 1 in 10 year risk of failure or it may be at a 1 in 200 year risk of failure.  When undertaking any water allocation policy, it is important to understand that a yield of 45 million m3/yr at a risk of failure of 1 in 10 years is not the same as a yield of 45 million m3/yr at a risk of failure of 1 in 20 years or 1 in 200 years.  

In order to estimate the yield-reliability characteristics of a system, the system is analysed using a number of stochastic streamflow sequences, usually 41 or 101 or 10001 depending upon the time available and the required accuracy of the result.  The system is then analysed for these sequences under a range of draft yields – i.e. the system is analysed with a demand placed on the system.  A number of different demands are analysed and in each case, the same stochastic sequences are used.  In this example, 41 sequences, each of 60 years are analysed for a range of demands and the results for the demand of 45 million m3/yr are shown in Figure 26.  The figure provides the annual firm yield from the analysis for each of the 41 sequences.  If the system did not fail in any way, the firm yield is equal to the demand of 45 million m3/yr which was the case for 22 of the 41 sequences.  The firm yield for the remaining 19 sequences reflects the minimum annual water supplied in any one year of the 60-year analysis and as can be seen, there is a range of values for the 19 sequences.
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Figure 26: Yield results from 41 stochastic sequences
The 19 failure sequences are then ranked from highest to lowest and the bar charts are re-ordered to create an effective curve of the yield associated with the demand of 45 million m3/yr as can be seen in Figure 27.    Using the equations shown in Figure 28 it is possible to plot the vertival lines associated with different risks of failure which are then superimposed on the firm yield curve as shown in Figure 29.  This analysis can now be used to estimate the reliability or risk of failure associated with the demand or yield of 45 million m3/yr which in this example is 90 years.  In other words, a yield of 45 million m3/yr can be supplied by this system at a risk of failure of 1 in every 90 years.  The process is then repeated for a number of different yields (demands) such as 47.5, 45.0, 43.0, 41.0  and 39.0 million m3/yr as can be seen in Figure 30 to create the long-term yield reliability curve for the system.  The resulting curve can then provide an estimate of the system yield at the 1 in 20 year , 1 in 50 year, 1 in 100 year and 1 in 200 year risk of failure for example.  
[image: image28.png]«

=)
)

=) =) o =)
< @ « -

(e/gw uol|iiw) yelp jobiey / plaIA

20

15

10

Sequence number





Figure 27: Yield results sorted for 41 stochastic sequences
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Figure 28: Calculation of the risk of failure or reliability
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Figure 29: Yield curve with reliability stats
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Figure 30: Yield and reliability curve
In this example it can be seen that the system yield at a 1 in 50 risk of failure is around 48 million m3/yr and the yield at a 1 in 200 year risk of failure is around 42 million m3/yr.
Unfortunately the yield/reliability analysis can become rather complicated and is the subject of a book in its own right.  Without dwelling too much on this issue, it is useful to show a simple example in which the results can be used to determine what can be supplied to different users at different levels of assurance (reliability) from the system used in this example.  In such cases, the high assurance users are always added first and for the purpose of the example it is necessary to supply one user (a power station) with an annual demand of 32 million m3/yr at a very high level of assurance of 1 in 200 years.  In addition, it is necessary to supply a small town with a demand of 5.5 million m3/yr at a reliability of 1 in 100 years.  From the curves, it can be seen that if a demand of 47.5 million m3/yr is placed on the system, it is possible to supply the 32 million m3/yr at 1 in 200 year risk of failure, 5.5 million m3/yr at 1 in 100 year risk of failure and the balance of 10 million m3/yr at 1 in 50 year risk of failure.
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Figure 31: Supplying a system demand at different risks of failure
2.8 Drought Management using Stochastic Analyses
One of the most important uses of the stochastically generated streamflow sequences, is in the prediction of possible water supply problems moving into the future.  The stochastic streamflow sequences represent plausible future scenarios, some of which may be very positive with regards to water supply while others may be very pessimistic.  By generating and analysing a number of sequences (usually 41 or 101 or 1001) it is possible to develop a 5 or 10 year projection into the future to indicate the likelihood of failure. Technically it is possible to create projections of 50 or 100 years into the future, but in practice, a 5-year to 20 year window is more than sufficient in most cases.  Normally the analysis “window” is re-analysed each year so that a moving window is created and in this manner the water supplier can assess whether or not the situation is deteriorating or improving.  If the situation is deteriorating then the aim is to identify the risks and to take action early on in a drought period rather than allowing things to become so bad that severe restrictions are necessary.  In many droughts, it is possible to avoid the most severe restrictions if low level restrictions are introduced at an early stage.  

A typical 7-year risk analysis is shown in Figure 32 where the expected storage trajectory is at the boundary between the red and blue boxes.  The black line represents what actually happened in the first 4.5 years into the drought and the yellow dots represent the storage levels at which drought restrictions should be implemented.

Figure 33 shows what happened in reality over the 7-year period.  As can be seen, the storage continued to drop and after 6 years was at the drought restriction level at which point restrictions were introduced.  In this real example, the drought was broken in the following year and the restrictions were lifted.  It is interesting to note, that with hindsight it was not necessary to introduce the restrictions since the floods completely filled the reservoir storages and no doubt some politicians would have criticized the water managers for introducing the restrictions.  If the drought had not been broken and the situation worsened, the same politicians would probably have criticized the water managers for not introducing restrictions earlier in the drought cycle.  No matter what the water manager does, he/she will always be criticized and that is the norm throughout the world.  The important issue is to develop realistic and pragmatic operating rules that must be observed during drought events and when the operating rules suggest that restrictions should be introduced, they are implemented with full political support or the consequences may be dire.
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Figure 32: 7-year system storage projection
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Figure 33: 7-year reservoir storages compared to expected

3 water resource Modelling
3.1 Introduction

There is no single approach to water resource system analysis that can be applied to every situation in the world.  Most countries that have large water resource systems to operate and manage have developed their own models and management practices over the past 30 to 40 years during which time the advances in computing power have been staggering. In the course of this chapter, some general concepts and principles of water resource modelling are discussed which will be relevant to many of the situations experienced around the world.  The technology and methodologies discussed are to a large degree based on more than 30 years of modelling development which has been undertaken in South Africa which has one of the largest and most integrated water resource systems in the world.  The system analyses techniques currently used in South Africa are based on the combined experience and expertise from around the world with particular emphasis on the pioneering work undertaken in Canada in the late 1970’s by Sigvaldeson (1976) which helped to create the platform upon which many well known water resource system models around the world are now based. 
The specific models used today in South Africa are based on the original model by Sigvaldeson which was initially developed to optimise the Canadian hydro-power schemes.  The original model was imported into South Africa in 1985 and was modified over a period of 10 years for use in arid areas through the combined efforts of many world renowned experts from the USA, Canada, the UK and South Africa.  The models have continually been upgraded and enhanced since 1985 to take advantage of the latest advances in both software and computer hardware.  In this regard, the current models which can now be run on a small laptop computer using the latest Windows and graphical software are a far cry from the first VAX mainframe computer (see Figure 34) which was imported specifically into South Africa from the USA in 1984 to run the system models.  Analyses which took more than 48 hours to process on the original VAX 750 computer can now run in a few seconds on a basic laptop computer.  The development work on the water resource system models undertaken in the 1980’s has proved its worth by the fact that the same analysis techniques remain the backbone for the operation and planning of all major water schemes in Southern Africa today and while the computers and software may have changed, the analysis techniques remain basically the same.  Full details of the analyses techniques are provided by Basson et al (1994) while those wishing to understand the actual engine room of the model can find the details of the “Out of Kilter” algorithm which is used to solve the system network at every time period should refer to Jensen and Barnes (1987). 
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Figure 34: Original VAX 750 mainframe used for the system models

Before explaining the basics of the water resource modelling techniques, it is useful to discuss the overall linkages between the hydrology and the water resource analyses which is depicted in Figure 35.  As mentioned previously, most countries and in fact many individual companies and organisations will have their own models and analysis techniques.  The processes and models mentioned are therefore simply used as an example of the type of models that are likely to be used in any rigorous analyses.

As can be seen in Figure 35, the first stage in the process is to sort out the hydrology which has been mentioned previously.  Establishing a solid reliable hydrological data set is essential for any reliable water resource analysis since the resulting system yields and estimated risks of failure are based on the hydrology.  Each stage in the hydrological analysis must be carefully planned and checked before proceeding to the next phase in the process.  Patching and infilling the rainfall data leads onto the rainfall-runoff modelling and the naturalization of the historical streamflow sequences.  These are often difficult and time-consuming processes that can take many years when dealing with a large system.  For example, the hydrological analysis of the Orange River System in South Africa took more than 5 years to prepare as it has a catchment area of over 1 million km2 and involves more than 200 individual hydrological inflow points.  It can be seen in Figure 35 that the WRSM2005 Model is used to undertake the rainfall/runoff modelling and the STOMSA Model is used to generate the stochastic streamflow sequences.  Most countries in the world have yet to appreciate and understand the importance of using a probabilistic analysis approach and they are therefore not using any form of stochastic streamflow generator.  The WRSM2005 Model (Pitman, XXXX) is a basic South African derivative of the famous Stanford Watershed Model (Crawford and Lindsey, 1974) which was the first deterministic rainfall-runoff model ever developed and remains one of the most significant advances in hydrology to this day.  
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Figure 35: Links between hydrology and system analyses
The two water resource models shown at the final stages of the flowchart in Figure 35 can effectively be considered as a single model which has two key functions.  The initial function of the model is to establish the existing yield capability of a specific system based on a set of operating rules.  During this process, the historical streamflow record is used (naturalized with current day development demands in place) supported by a number (usually 101 or 1001) of stochastically generated streamflow sequences.  The initial analyses establishes the yield capability of the system(long term yield/reliability curves) as well as the short-term yield reliability characteristics (short term yield reliability curves) for the system based on different starting storages for the system.   The reliability assessment is only possible through the use of the stochastic streamflow sequences.  The second function of the models is for future planning purposes and for drought management support.  By using the short-term yield/reliability curves for the system together with the expected future demands at each demand center for each year (or month) of the analysis, the risk of failure to supply the demands can be assessed.  This analysis then forms the basis for the operation of the system and allows a systematic and pragmatic approach to the introduction of water restrictions early on in a drought cycle.  While no two analyses are the same, Figure 36 provides some idea of the typical elements that can be included in a detailed resource analysis.  
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Figure 36: Typical stages in the analysis process
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Figure 37: Simplified data layout for system analysis model
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Figure 38: Various components of a typical system analysis
3.2 Operating Rules and Penalty Structures
The system modelling techniques discussed in this chapter involve a form of Linear Programming which utilises a powerful network solver called the “Out-of-kilter” algorithm.  There are many similar network solvers which can be used and the solver is in itself not an important part of the process since any of the solvers will provide exactly the same result if the network has been properly defined and the operating rules are unambiguous – i.e. there is a unique solution to every time step as defined by a set of penalty structures.  The mathematics and methodology used in the solver is outside the scope of this discussion but is fully explained by Jensen and Barnes (1987).  All that needs to be considered at this stage, is that the physical system of rivers, reservoirs, pipelines, inflows, demands, etc etc is converted to a network in which the operating rules are defined in the form of penalty points.  The solver is used to analyse each time step in the analysis (typically monthly but can be weekly or daily etc) and will identify the “least-cost” solution.  As long as the operating rules (through the selection of points) have been properly defined in such a manner that there can be no confusion regarding which demands are supplied under a specific storage scenario, the solver will identify the optimal solution.  In simple terms, the operating rules define which demands are supplied and which are not supplied for a specific reservoir storage.  To explain the basic concept a simple example will be used as shown in Figure 39.  
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Figure 39: Typical water resource system
In this example there is a single reservoir in a small catchment which is used to store water in order to supply a number of downstream demands.  The downstream demands include some recreational use (non-consumptive), urban demands, irrigation demands, industrial demands and an environmental demand for water flowing from the river into the ocean.  For the purpose of this example, the reservoir storage has been split into 5 equal volumes each of 20% of the storage and there is no dead storage – i.e. all 100% of the storage can be utilised.  The Urban demand of 11.5 m3/s is split into three components, 10.0 m3/s is used for garden watering and is therefore not a high priority demand.  The next 1 m3/s is for normal domestic use and is supplied at a higher priority while the final 0.5 m3/s is used for essential human consumption and is a very high priority demand.  The irrigation demand of 21 m3/s is also split with 20 m3/s at a lower priority (perhaps for pastures or annual crops) than the remaining 1 m3/s which is needed to keep the vineyards or orchards alive.  The industrial demand is a single high priority demand while the environmental demand at the river mouth is at a very high priority.  The recreation demand is a low priority.
In order to understand how the operating rules are converted into penalty structures, a simple example is presented in Figure 40 which shows the situation when the reservoir is sitting at full capacity.  It should be noted that the penalty values are selected by the water resource planner and the actual numbers selected are irrelevant as long as they are selected in such a manner that they are relative to each other.  Two different hydrologists can select completely different numbers but as long as they properly define the operating rules, the “Out-of-Kilter” solver used in the model will select exactly the same solution in each time step.  The penalties shown in the example therefore represent one possible set of penalties selected by the author and they properly define the desired operating rule as will be explained by following through the example from reservoir full to reservoir empty.
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Figure 40: System operation when reservoir full

To understand how the penalty structures function, they will be explained in a rather simplistic manner but one that should clarify the general principal.  In this example the water in the reservoir has been split into 5 zones.  The upper zone which represents the reservoir full can be thought off as low value water which the manager can “buy” from the reservoir owner for $1 per unit of water.  Thinking of the water having a true monetary value makes the example easier to understand although as far as the model is concerned the penalty values are not associated with any real value.  In the example, the first scenario is based on the reservoir at a storage of 90% which is in the top storage zone where the water has a “cost” of 41 per unit.  Having “bought” some water for $1 per unit, the water manager can now “sell” the water to his customers.  In this regard he “buys” 37.5 units of water at $1 per unit and then “sells” the water to the highest bidder as shown in Figure 41 and summarised in Table 2.
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Figure 41: System operation when reservoir 90% full
It should be noted that P8 is a non-consumptive river requirement for recreation which would force a release from the top storage level but in this case, the consumptive demands already exceed the 30 units needed and so no additional demand is released in this example.  If, however, the consumptive demands had been less than the recreational demand,, additional water would have been released from the dam in order to bring the flow of water in the upper reach of the river to 30 units since the cost of the water was only $1 per unit and the value to the manager for the recreational demand was $2 per unit.  The penalties associated with the deamnds can be thought of as either selling the water at the specific penalty or alternatively the penalty can be considered as a fine thet the water manager must pay if he or she does not supply the water – either way the end result is the same. 

Table 2: Cost/benefit calculation for 1st storage level

	Purchase 37.5 units at $1 per unit
	-37.5

	P1: High priority Urban demand  = 0.5 units for $1 200 per unit


	+600

	P2; Environmental demand at river mouth = 1 unit at $1 100 per unit


	+1 100

	P3: Industrial demand = 4 units at $500 per unit


	+ 2 000

	P4: Middle priority Urban demand = 1 unit at $200n per unit


	+200

	P5 Low priority Urban Demand = 10 units at $20 per unit


	+200

	P6: High priority Irrigation = 1 unit at $15 per unit


	+15

	P7: Low Priority Irrigation – 20 units at $5 per unit


	+100

	P8: Recreational demand non consumptive : benefit = 30 units at $2
	+60

	Net benefit for time period
	4 237.5


As the reservoir water level drops, it moves into the 2nd storage level at which point the “cost” or value of the water in the reservoir increases from $1 per unit to $10 per unit.  If the analysis is now repeated the resulting supply situation is as shown in Figure 42 and the cost calculation is given in Table 3.
Table 3: Cost/benefit calculation for 2nd storage level

	Purchase 17.5 units at $10 per unit
	-175

	P1: High priority Urban demand  = 0.5 units for $1 200 per unit


	+600

	P2; Environmental demand at river mouth = 1 unit at $1 100 per unit


	+1 100

	P3: Industrial demand = 4 units at $500 per unit


	+ 2 000

	P4: Middle priority Urban demand = 1 unit at $200n per unit


	+200

	P5 Low priority Urban Demand = 10 units at $20 per unit


	+200

	P6: High priority Irrigation = 1 unit at $15 per unit


	+15

	P7: Low Priority Irrigation is curtailed   units at $5 per unit


	

	P8: Recreational demand not fully supplied : benefit = 17.5 units at $2
	+35

	Net benefit for time period
	3 975


It should be noted that in the actual solver used in the model, there is a “penalty” for non supply while in this simplified example, the “penalty” is simply that the water is not “sold” but the overall result is the same and the example helps to explain the principles albeit in a simplified manner.
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Figure 42: System operation when 70% full
As the reservoir water level continues to drop, it moves into the 3rd storage level at which point the “cost” or value of the water in the reservoir increases from $10 per unit to $100 per unit.  If the analysis is now repeated the resulting supply situation is as shown in Figure 43 and the cost calculation is given in Table 4.

Table 4: Cost/benefit calculation for 3rd storage level

	Purchase 6.5 units at $100 per unit
	-650

	P1: High priority Urban demand  = 0.5 units for $1 200 per unit


	+600

	P2; Environmental demand at river mouth = 1 unit at $1 100 per unit


	+1 100

	P3: Industrial demand = 4 units at $500 per unit


	+ 2 000

	P4: Middle priority Urban demand = 1 unit at $200n per unit


	+200

	P5 Low priority Urban Demand curtailed  


	

	P6: High priority Irrigation curtailed 

	

	P7: Low Priority Irrigation is curtailed   units at $5 per unit


	

	P8: Recreational demand not fully supplied : benefit = 6.5 units at $2
	+13

	Net benefit for time period
	3 263
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Figure 43: System operation when 50% full

As the reservoir water level continues to drop, it moves into the 4th storage level at which point the “cost” or value of the water in the reservoir increases from $100 per unit to $400 per unit.  If the analysis is now repeated the resulting supply situation is as shown in Figure 44 and the cost calculation is given in Table 5.

Table 5: Cost/benefit calculation for 4th storage level

	Purchase 5.5 units at $400 per unit
	-2 200

	P1: High priority Urban demand  = 0.5 units for $1 200 per unit


	+600

	P2; Environmental demand at river mouth = 1 unit at $1 100 per unit


	+1 100

	P3: Industrial demand = 4 units at $500 per unit


	+ 2 000

	P4: Middle priority Urban demand curtailed


	

	P5 Low priority Urban Demand curtailed  


	

	P6: High priority Irrigation curtailed 


	

	P7: Low Priority Irrigation is curtailed   units at $5 per unit


	

	P8: Recreational demand not fully supplied : benefit = 5.5 units at $2
	+11

	Net benefit for time period
	1 511
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Figure 44: System operation when 30% full
Finally the reservoir water level drops into its lowest storage level at which point the “cost” or value of the water in the reservoir increases from $400 per unit to $1000 per unit.  If the analysis is now repeated the resulting supply situation is as shown in Figure 45and the cost calculation is given in Table 6.

Table 6: Cost/benefit calculation for 5th storage level

	Purchase 1.5 units at $1 000 per unit
	-1 500

	P1: High priority Urban demand  = 0.5 units for $1 200 per unit


	+600

	P2; Environmental demand at river mouth = 1 unit at $1 100 per unit


	+1 100

	P3: Industrial demand curtailed

	

	P4: Middle priority Urban demand curtailed


	

	P5 Low priority Urban Demand curtailed  


	

	P6: High priority Irrigation curtailed 


	

	P7: Low Priority Irrigation is curtailed   units at $5 per unit


	

	P8: Recreational demand not fully supplied : benefit = 1.5 units at $2
	+3

	Net benefit for time period
	203
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Figure 45: System operation when 10% full

The power of the penalty structure approach cannot really be appreciated until it has been used a number of times in a real example.  It provides a very potent and flexible approach that can be used to define complex operating rules quickly and effectively.  This form of modelling is sometimes criticized by researchers because it is not a truly optimal modelling approach while some of the Dynamic Programming solvers can offer a truly optimal solution.  The benefit of the approach discussed in this chapter is the fact that it forces the water manager to consider the operating rules carefully and in this stage of the process, the manager gains an in-depth understanding of the system operation which is not achieved by simply using a fully dynamic programming solver  To highlight the difference between linear programming and dynamic programming the processes are shown in Figure 46 and Figure 47 for the linear programming solution and the dynamic programming solution respectively.   
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Figure 46: Network solver using Linear Programming

The key difference is that in the Dynamic Programming solution, all time-steps are analysed simultaneously by the solver in order to establish the best possible outcome.  Technically, this assumes foreknowledge of what will happen in future if this is compared to the real world which is never the case.  A very simple example can be used to highlight the potential flaw in this approach.  If a reservoir is near empty and has to supply two demand centres, one for a low cost irrigation scheme and the other is a high value urban demand.  There is sufficient water in the reservoir to supply both demands but the irrigation demand is curtailed to ensure that there is some water left to continue to supply the urban demand in the coming months.  In the following month, there is a flood which completely fills the reservoir and there is sufficient spillage that the irrigation demand could easily have been supplied in the previous month and the reservoir would still have been full.  With the linear programming solver, the solution is solved every time period and the irrigation would have been curtailed in line with the operating rules.  With the dynamic programming solver, the irrigation would not have been curtailed since all time slices are analysed simultaneously to obtain the absolutely best result which with hindsight would not have involved curtailing the irrigation.  Each approach has its uses and advantages and disadvantages, but from a practical and operational viewpoint, the linear programming approach which does not assume foreknowledge of the future is by far the most realistic and practical when analysing real systems.  

[image: image48.png]Time Period Time Period Time Period
1 2 3 ssseee

Optimised solution

Time periods solved simultaneously
(true optimal solution)




Figure 47: Network solver using dynamic programming

3.3 Creating a system model

In order to present some additional detail of the network model and to explain the process in setting up a system model and allocating the cost and penalty structures, a slightly more complicated model is presented.  Once again, the starting point is the real system which in this example is shown in Figure 48.  This example shows a small water resource system with a few demand centres and an interbasin transfer which includes several reservoirs.
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Figure 48: Example of a simple interbasin transfer
The first stage in the network analysis is to convert the map of the real system into a high level network model as shown in Figure 49.  For the purpose of this example, the full detail of the operating rules etc are not explained in detail as this will confuse an already complicated model.
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Figure 49: High level system schematic

Having established the high level network model, the water manager must create the penalty structures to define the operating rules to be used in the analysis.  A typical example with the penalty structures is presented in Figure 50.
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Figure 50: Schematic with operating rules
The remaining schematics shown in Figure 51 and Figure 52 show the internal node and arc numbers which are used inside the solver and will normally never be seen or required by the system modeler.
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Figure 51: Internal node allocations
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Figure 52: Low level node and channel network
These two figures have been included to highlight the key feature of the modelling approach which involves converting the reservoir storage to a ‘flow” during each time period.  The solver used in the analysis, must have a consistent network in which all units are dimensionally the same.  It cannot solve a network where some units are based on a “flow” value in m3/s while others are based on a “volume” where the units are in m3.  This issue is fully described in the paper by Sigvaldason (1976) and it was in this paper that he addressed the issue of storage and flow through which he managed to convert a water network into a form that could be solved using a standard linear programming solver such as the “Out-of-Kilter” solver that is still used in the models.
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